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need to observe jointly with the linguistic exchange what these utterances refer to (e.g. the 
aliens’ behavior). On Earth, this could be images, video, social network interactions, etc. 
 

We propose in this project to develop a general computational model that is able to perform 
this seamless integration of multiple modalities in order to learn to understand human 
languages. Instead of tackling each modality separately, we believe that we will obtain better 
and semantically more grounded representations by learning from the joint occurences of 
different views or modalities. This unified framework is based on the principles of machine 
learning, where the computational model is not hand-designed for specific modalities but 
automatically learns from available data. A model resulting from this framework will be 
flexible so that it can be easily extended to include more sensory modalities without modality-
specific engineering and be able to learn from incomplete data which may lack some subsets 
of modalities. 
 

More specifically, we aim to tackle this problem of building a general computational model for 
multimodal learning by using deep neural networks. A deep neural network is a 
computational model consisting of many trainable nonlinear computational units 
interconnecting each other. Depending on the connectivity of those units, deep neural 
networks can be tuned with data to perform highly sophisticated tasks mapping from arbitrary 
input to output. Deep neural networks have shown excellent performance on various tasks, 
especially on those similar to human perception, such as object recognition/detection and 
speech recognition [Hinton et al. 2012, Krizhevsky et al. 2012]. More recently, they were 
found to excel also at language-related tasks such as machine translation and language 
modelling [Sutskever et  al 2014, Sebastien et al. 2014, Bahdanau et al. 2014]. Furthermore, 
this year (2014) a number of research groups reported the success in training deep neural 
networks to learn to map between two distinct sensory modalities, such as image-caption 
and image-tag. All these recent attempts at bimodal learning follow the framework of 
encoder-decoder [Cho et al. 2014], where the encoder neural network “reads” the sensory 
input and the decoder neural network “generates” a corresponding output. 
 

We plan to bring deep neural networks to a whole new level by designing a model that can 
work with any number of sensory modalities and is able to generate directly multiple 
modalities including languages and potentially speech. 

 
  

The project will be based on the encoder-decoder framework, where we extend it 
significantly to have multiple encoders and decoders, sharing a common, universal 
representation of different modalities including vision, speech and language. Furthermore, as 

Figure 1 Unified encoder/decoder architecture 
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Modality specific encoders/decoders

‣ Text: 
‣ Encoder-decoder architecture with attention 
‣ Enc: bidirectional RNN 
‣ Dec: conditional GRU 

‣ Machine Translation: 
‣ Extensive search of hyper training parameters 
‣ models need regularisation (e.g. weight decay, dropout) 
‣ [Caglayan et al,  2017]
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Modality specific encoders/decoders

‣ Vision: 
‣ Several encoders for vision were evaluated 
‣ VGG, ResNet-50 and ResNet-152 
‣ used for Multimodal MT 2016 (details in following slides) 

‣ New image decoders based on GANs
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Generative Adversarial Networks

‣ IcGAN 

‣ explicitly control attributes  
of generated samples with  
conditional information 
‣ [Perarnau et al., 2016]
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(a)
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Figure 5: The result of applying an IcGAN to a set of real images from MNIST (a) and CelebA (b). A
real image is encoded into a latent representation z and conditional information y, and then decoded
into a new image. We fix z for every row and modify y for each column to obtain variations.

(a) (b)

Figure 6: Different ways of exploring the latent space. In (a) we take two real images and linearly
interpolate both z and y to obtain a gradual transformation from one face to another. In (b) we take
two real images, reconstruct them and swap the attribute information y between them.

6 Conclusions

We introduce an encoder in a conditional setting within the GAN framework, a model which we call
Invertible Conditional GANs (IcGANs). It solves the problem of GANs lacking the ability to infer
real samples to a latent representation z, while also allowing to explicitly control complex attributes
of generated samples with conditional information y. We also refine the performance of cGANS
by testing the optimal position in which the conditional information y is inserted in the model. We
have found that for the generator, y should be added at the input level, whereas the discriminator
works best when y is at the first layer. Additionally, we evaluate several ways to training an encoder.
Training two independent encoders – one for encoding z and another for encoding y – has proven to
be the best option in our experiments. The results obtained with a complex face dataset, CelebA, are
satisfactory and promising.

Acknowledgments This work is funded by the Projects TIN2013-41751-P of the Spanish Ministry
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Modality specific encoders/decoders

‣ Speech to text: 
‣ Fully neural RNN-based ASR system, equipped with an 

attention mechanism 
‣ https://github.com/rizar/attention-lvcsr  

‣ Sequence to sequence with attention mechanism 
‣ audio to characters 
‣ pure neural systems still not surpass hybrid (HMM+DNN) on 

LVCSR
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Modality specific encoders/decoders

‣ Spoken Language Understanding 
‣ Rigorous study of several types of word embeddings 
‣ at linguistic, semantic and acoustic level 
‣ [Ghannay et al.,  2016a, 2016b] 

‣ Comparison between CRF and Neural Networks 
‣ Fully neural system do not surpass CRF-based systems 

(yet?) 
‣ CRF more powerful at modelling sequences 
‣ [hot news!] Combination helps! 
‣ Both models have some complementarities
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Multimodality

‣ Multimodal Machine Translation framework 
‣ nmtpy, a framework for mono- and multi-modal NMT systems 
‣ https://github.com/lium-lst/nmtpy 

‣ LIUM+CVC won the 1st MMT evaluation campaign 
‣ [Caglayan et al., 2016] 

‣ M2CR is organising MMT17 evaluation campaign 
‣ Data creation: 
‣ Extension of Multi30k with French Language 
‣ 31k image descriptions in English translated into French 
‣ tri-lingual (En, De, Fr) bi-modal (image, text) corpus 

‣ Image can contextualise and disambiguate translations
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Multimodality

‣ Enc. image : ResNet-50 (precomputed) 
‣ Enc. text: biRNN (trained jointly) 
‣ Att mechanism: simple MLP 
‣ Dec: conditional GRU 
‣ feedback (~ LM), context fusion
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Multimodal alignment
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Multimodal alignment
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Multimodal Machine Translation

‣ Image attention still not satisfying 
‣ possible causes: 
‣ sequence length 
‣ encoder pre-trained 

‣ Text attention is good 
‣ encoder is jointly trained 
‣ MT task: word contain more specific information than image 
‣ image is far more ambiguous 
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Ongoing/next work

‣ Improving multimodal attention 
‣ sometimes we don’t want to give attention to a specific modality 
‣ e.g. tool words are not shown in an image 

‣ Actual attention mechanism always provide weights 
‣ between 0 and 1, summing to 1 (prob. distribution) 

‣ Enhance attention with additional data 

‣ Exploring image feature capturing the ‘scene’ 
‣ corpus “Places” 
‣ closer to Flickr data? 

‣ Extract objects from image related to the input words 
‣ only use relevant part of image
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Ongoing/next work

‣ Towards multitask learning 
‣ multi-source (languages and modalities) 
‣ multiple tasks 
‣ MT, language modelling, image description, SLU 
‣ Goal: multi-purpose representations
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